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1

Introduction

1.1

Executive Summary
The present document is a deliverable of the BRAIN-IoT project, reporting the results of the activities
carried out by WP3-IoT Framework for smart dynamic behaviour. The work presented in this document has
been compiled with a collaborative effort of all partners who actively participated in Task 3.2 AI and ML
features for smart behaviour and actuation.
In this deliverable D3.6 Final AI and ML features for smart behaviour and actuation, we provide the
implementation of the final AI and ML components and the final resolution of the relevant use cases where
the ML components are involved. The use cases resolved are from both Brain-IoT target scenarios Critical
Water Management Infrastructure from EMALCSA and Service Robotics from ROBOTNIK. The document
is organized in this way:
• Section 2 - State of art: Where the present condition of the technologies related to ML and AI and
their current uses is showcased.
• Section 3 - BRAIN-IoT Implementations: Describes the implementations that have been developed
inside of the BRAIN-IoT project for showcasing the ML and AI capabilities of the environment.
• Section 4 - BRAIN-IoT Use Cases resolution: Outlines how the implemented solution solves two
different use cases.
• Section 5 - BRAIN-IoT Services runtime deployment: Details the particular characteristics of the
deployment of ML and AI services.
• Section 6 - Conclusions: Finally summarizes the results of the work described in this document and
offers an insight of what could be done on the field from now on.
In this deliverable we have considered the reviewers comments for previous related documents and for
M18 recommendations, the answers can be found in the in the end of the document – Appendix : M18
reveiw comments addressment.

1.2

Scope
The scope of this deliverable is to present the work done in the context of the AI/ML features. This
document is the continuation of deliverable 3.2, which presented AI/ML methods on a more general level.
In this deliverable the authors present the change of strategy adopted for the resolution of the use cases,
from context-dependent developments to the implementation of a new component called s0nar, which
incorporates data quality checks, automatic analysis of variables, transformation of datasets, extraction of
metrics and implementation of models for prediction and detection of anomalies.
Details on solving Brain-IoT use cases using s0nar and how to deploy s0nar on the Brain-IoT platform are
also incorporated. The work scope of this deliverable within the BRAIN-IoT functional architecture is shown
in Figure 1 marked in the bold red boxes. And in the end, we released the development as an open source
project named as s0nar.
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Figure 1: BRAIN-IoT Functional architecture
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2

State of art

2.1

ML applications oriented to time series (forecasting and anomaly detection)
A time series is a set of samples taken at regular intervals of time – such as sensor data. Analysing their
behaviour in the medium and long term, trying to detect patterns and being able to make forecasts of
their future behaviour is useful for predicting regularly occurring phenomena in anticipation, and acting
upon those predictions.
Time series, as their name suggests, are time dependent which breaks the requirement of linear regression
that your observations are independent. All methods that analyse time series data to extract information
are brought together under a general concept called time series analysis. These methods generally assume
that the data consists of several components [1]:
•
•
•
•

Level: The baseline value for the series if it were a straight line.
Trend: The optional and often linear increasing/decreasing behaviour of the series over time.
Seasonality: The optional repeating patterns or cycles of behaviour over time.
Noise: The optional variability in the observations that cannot be explained by the model

Time series are further classified according to the number of observations per time step into univariate
(only a single variable is observed at each time, such as temperature each hour) or multivariate (several
variables are observed at each time).
Moreover, time series can be considered as stationary or non-stationary. Observations from a nonstationary time series show seasonal effects, trends, and other structures that depend on time. As such,
summary statistics (e.g. mean/std) change overtime. These effects can be removed by differencing (e.g.
subtracting the value from last year). On the other hand, for stationary time series, summary statistics are
static over time.
Making predictions about the future is called extrapolation [2] in the classical statistical handling of time
series data. Most modern fields refer to it as a time series forecasting. The purpose of the time series
analysis is generally twofold: to understand or model the stochastic mechanisms that give rise to an
observed series and to predict or forecast the future values of a series based on the history of that series.
While time series forecasting is a quantitative approach that uses information regarding historical values
and associated patterns to predict future observations, descriptive models focus on describing the data,
so they can rely on having access to both historical and future values. An important distinction in
forecasting is that the future is completely unavailable and must only be estimated from what has already
happened.
Most classical forecasting techniques present a way to determine the optimal value of model parameters
which attempt to learn the level, trend and seasonality based on historical behaviour, while being as
independent to noise as possible, with the final goal of correctly interpreting the systematic data pattern.
To predict time series’ values, usually the first thing you want to identify is determining periodic/seasonal
patterns and trends or if it has an erratic behaviour. Assuming that there is some seasonality, pattern or
behaviour that is repeated over time, or tendency to growth or decline, it is beneficial to consider
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algorithms that can account for these patterns. The simplest forecasting algorithms are statistics based
and determine parameters for a system of equations based on the time series’ historical values.
Some examples of classical algorithms are Average Methods - which use as future forecasts an average of
the past values -, Autoregression Models – based on the weighted linear combination of input lagged
values and Moving Average Models – which rather than using past values of the forecast variable in a
regression, use past forecast errors in a regression-like model. It is similar to the autoregressive (AR)
process, except on lagged residual error rather than lagged raw observations.
A more evolved version of this algorithm is called Autoregressive Integrated Moving Average (ARIMA)
which combines these previously described approaches. ARIMA models contain three components: AR
(Autoregression), I (Integrated – uses differencing to make a time series stationary) and MA (Moving
Average). After ARIMA was created, a seasonal version of it, sARIMA, is formed by including additional
seasonal terms in the ARIMA models [3] [1]. Alternative models for time series forecasting include HoltWinters Exponential Smoothing [4] and Prophet [5].
In recent years, the capacity of neuronal networks (Deep Learning) within the field of machine learning is
being exploited to make time series predictions [6]. Neuronal networks, with sufficient amounts of data
and fine-tuned architectures and hyperparameters, are able to predict some of the most difficult problems
with higher performance compared to classical methods.
The performance of a time series forecasting model is determined by how well it predicts future
observations. An increased performance is often at the expense of being able to explain why a specific
prediction was made, determining confidence intervals and even better understanding the underlying
causes behind the problem.
Under the concept of time series analysis, anomaly detection is a typical problem found in the literature.
An anomaly is an unusual behaviour that does not match the expected data pattern. The main objective of
detecting anomalies may not be suppressing them (e.g. by averaging its value according to the
neighbours), but rather to use that information in two fronts:
•

Studying how the variable behaves over time, identifying whether or not this behaviour is affected
by a trend seasonal component. This consists of defining the expected or normal behaviour.

•

Identify and study unusual patterns of behaviour and validate if they have to affect the normal
pattern in any way.

There are several methodologies for anomaly detection using machine learning found in the literature [7]
[8] [9]. One of them is the use of the forecasting error. Training a forecasting algorithm allows it to learn
the typical distribution of the time series over time. The forecasting error is calculated as the difference
between the predicted value for the next timesteps and the true value. The higher the forecasting error,
the more different a sample is than what was expected. Meaning, it is more likely that sample is an anomaly
the higher the forecasting error is. If the time series follows a pattern that is commonly observed in the
historical data, then a forecast model that is fit in that data will be able to predict it well and have a low
error for regular data points.
2.2

ML in IoT industrial
The Internet of Things (IoTs) is playing an important role in a smart world. It has emerged as a powerful
tool in industrial systems, with applications influenced by the growing ubiquity of wireless sensor devices
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and many other gadgets. The IoT absorbs all the environmental interacting devices to cloud computing
and adds intelligence to devices that are connected to the physical world, like the usage of IoTs for handling
emergency situations, or for monitoring various industrial equipment, as used in power plants.
The Industrial Internet of Things (IIoTs) has been driving development and advances of smart
manufacturing and industry, from conventional manufacturing to smart manufacturing. More and more
IIoT technologies and facilities are being incorporated into manufacturing factories. These factories
incorporate a large number of sensors, of which a great deal of information is extracted in real time and
stored in a data center. IIoTs harnesses the machine data generated by various sensors and applies various
analytics on it to gain useful information. The data captured by the machines is usually accompanied by a
time component which proves vital for predictive modelling.
IIoTs has been heralded as a helpful means of improving operational efficiency. The connected IIoT devices
from a new layer that augments equipment intelligence to the edge. The operational status of individual
equipment intelligence is constantly monitored and informed for their operations; this is producing
massive data which are valuable for working running status of the underlying equipment. However, these
data involve various operation events that span some time, which raise questions on how to model long
memory of states, and how to predict the running status based on historical data accurately.
An example of IIoTs in the industrial world is the development of disaster preparedness and prevention
systems, where data are integrated in real time and computing requires temporal rigour, that is, apart from
implementing machine learning algorithms with high precision, it is required that these be quick
inexecution in order to provide a rapid response and avoid or mitigate any disaster or error that is occurring
in production.
The use of machine learning thus proves a vital component in IIoT having use cases in quality management
and quality control, lowering the cost of maintenance and improving the overall manufacturing process.
For example, a manufacturer of smart home devices can use a machine learning algorithm to use collected
motion or temperature data from device sensors, identify no-motion time ranges (anomalies), and alert
consumers to take actions such as turning off lights or turning down heat to save energy – or even do it
automatically, if the model performance and confidence is high enough.
2.3

Commercial products similar to BRAIN-IoT s0nar
In this section we are going to talk about several commercial products that, as s0nar, use time series
analysis to predict or control the maintenance of equipment or to provide a special service to the user who
uses the tool.
One of these is Amazon’s Timestream service1. Timestream is a specially designed time series database that
stores and processes data efficiently by time intervals. It can have several applications. For example,
monitoring applications, Timestream allows you to easily store and analyse large-scale clickstream data to
understand customer travel, user activity in applications over a period of time. For example, you can use
Timestream to store and process incoming and outgoing web traffic for your applications. Timestream also
provides analytical functions to analyse this data and obtain information such as the hopping process and
shopping cart abandonment.

1

https://aws.amazon.com/timestream/
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Another product similar to s0nar is Microsoft Azure Stream Analytics2. Azure Stream Analytics is a serverless
scalable complex event processing engine by Microsoft that enables users to develop and run real-time
analytics on multiple streams of data from sources such as devices, sensors, web sites, social media, and
other applications. Users can set up alerts to detect anomalies, predict tends, trigger necessary workflows
when certain conditions are observed, and make data available to other downstream applications and
services for presentation, archiving, or further analysis.
For example, in automated toll booths a sensor located at the top pf each booth scans an RFID card that
is placed on the windscreen of the vehicle when passing the toll booth. It is easy to imagine the passage
of vehicles through these toll booths as a flow of events over which interesting operations can be
performed. Counting the number of vehicles entering a toll booth or the average time a vehicle needs to
pass through the toll booth helps to evaluate the effectiveness of the process and the customer experience.
In an IIoT setting, a company in the industrial automation sector that has fully automated its manufacturing
process can check the status of each piece of equipment and keep track of its production.
Unlike s0nar, Azure Stream Analytics only include the detection of anomalies, so it will not be able to make
a prediction with the data collected but will only be able to monitor the state of production.
Another example of commercial product that performs anomaly detection in time series analysis with
machine learning techniques is Bosch IoT Analytics 3. This service enables to identify devices that are
sending implausible data or behaving abnormally. It can provide the basis for sensors data validation and
could be first step toward developing a predictive maintenance solution. This service allows to
parameterize your anomaly detection jobs with a wizard and does notes even require any prior data
analytics experience.

2
3

https://azure.microsoft.com/en-gb/services/stream-analytics/
https://blog.bosch-si.com/bosch-iot-suite/bosch-iot-analytics-track-analyze/
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3

BRAIN-IoT Implementations

3.1

BRAIN-IoT s0nar
s0nar is a highly innovative technological product that automates all the workflow required for the
implementation of predictive systems and anomaly detection systems, both on IoT sensor time series.
This automation is carried out from the automated versioning of datasets, the data science work of analysis,
cleaning and selection of data and the machine learning work of adjustment and training of models. All
these phases are configurable, being able to adapt the requests to the specific case of use to be solved.
Integration with clients or external systems is simplified, giving access to web endpoints from which
datasets can be registered, models trained, and results reports obtained, allowing the before mentioned
configurations. The architecture allows the scalability of several clients at the same time.
The functionalities of s0nar can be divided into two main groups, those aimed at prediction and those
aimed at anomaly detection. Both groups are implemented on the same architecture and can be used
independently.

3.1.1

Prediction

This functionality adjusts data models considering the trend and periodicity of the data. It allows for the
prediction of multiple variables and the choice of the period to be predicted.
Data prediction can be used for multiple uses. The main ones are for decision support, risk mitigation and
optimization. The prediction in the decision making allows to have information of the data forecast in the
future. With the information of the predictions, it is possible to improve the decisions to take, having a
more complete and long-term vision of the data.
The prediction also allows the reduction of risks and costs thanks to the anticipation. By knowing the
historical data of a group of variables, it is possible to detect patterns and events that are repeated with a
certain frequency. In this way, predictions anticipate changes in the data, which could otherwise lead to
higher risks and costs.
The prediction of data along with the previous points allows the elaboration of ad-hoc optimization
algorithms.
3.1.2

Anomaly detection

Functionality for the detection of anomalies in a time series. Adjusts data models considering trend and
periodicity. Allows the detection of anomalies on multiple variables and the choice of the period to be
predicted.
Abnormal data detection can be used for multiple purposes. The main ones are maintenance, security,
decision making, risk reduction and optimisation.
Anomaly detection can correspond to the detection of a failure or degradation in a sensor. The rapid
detection of such an anomaly would allow a sensor to be repaired or replaced, reducing different types of
costs.
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These costs include, on the one hand, the costs derived from having incorrect data during the period of
time that the anomaly lasts without being detected and, on the other hand, the risk of the systems that
use this data for purposes such as optimization or decision making.
On the other hand, the own maintenance costs. By allowing the detection of the physical sensor that is
failing, the diagnostic costs for the detection of damaged sensors in the physical infrastructure are
minimised. Thanks to the fast detection, in some cases repair is possible instead of replacement of the
sensor, and in other cases replacement is anticipated.
Anomalies can also occur due to a connection problem between the sensor and a management/data
collection platform such as a SCADA system. In addition to unintentional disconnections, malicious attacks
can also occur on the network. By detecting anomalies, it is possible to identify changes in traffic and some
attacks such as data injection, improving the security of the system.
If the detection is made over anomalous periods it can indicate external factors of change that are affecting
the different sensors of an infrastructure. This can modify decision making and lead to the use of alternative
action plans to counteract the detected anomalies.
Thanks to the detection of anomalies in any of the above cases, the costs of both infrastructure
maintenance and decision making can be reduced. It also reduces the risk of potentially more serious
problems in the infrastructure, as action plans can be implemented as soon as the anomaly has been
detected.
3.1.3

Schema Overview & Architecture

s0nar is divided into the functional blocks (Figure 2):

Figure 2: Schema Overview

This schema establishes a single point of integration with external systems or clients that want to use it.
This integration is done through an API REST that exposes all the services offered by the product. Among
them are services related to each block:
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•
•
•
•

Uploading and updating data: allowing the use of the Data Warehouse and the Data Lake.
Data quality, data cleaning and automatic selection of relevant variables using the data analysis
module.
Definition and training of models associated with the datasets, using both the Data Warehouse
and Data Lake as well as the ML/Statistical Models module.
Obtention of results using the report generation module.

This scheme allows us to divide the processing flow in two different ways, following a lambda architecture.
On the one hand, the streaming processing branch, which would consist of updating data and reports in
real time. And on the other hand, the processing branch in batch mode, which takes care of heavier tasks
such as the retraining of the models.
For the streaming processing branch the data flow is as follows. It is assumed that the product is already
running with a dataset and a trained model. From this situation, the client or external system makes a
request to the API to include the last data collected. This data passes through the data analysis module,
where its quality is checked and the necessary transformations are applied to it to be added to the rest of
the data in the history, using the Data Warehouse. They are then added to the current trained model
associated to that dataset (without a new retraining) in the ML/Statistics Models module.
Finally, by accessing through the API, a report can be generated taking into account the added data in real
time.
On the other hand, the batch processing branch works as follows. The metrics control carried out between
the data analysis module and the ML/Statistics Model module detects a bad model fit thanks to the error
metrics. This bad fit can be due to different reasons:
• Evolution of data values. When dealing with time series data this is the most common cause as
the history data varies with time. A model trained with data from a part of the historical data can
become obsolete if it is not retrained periodically.
• Fundamental change in data characteristics. This can occur with changes in data frequency, data
value scale or other changes that affect the dataset more aggressively. These types of changes can
be addressed by using the original copy of the data, stored in the Data Lake, and performing a
data analysis on this copy to adjust to the new characteristics of the history.
• Change in the model typology. Another reason may be that a model of different typology or
characteristics will better fit the data. Therefore, periodically, it is also necessary to check which
model is the best for a given historical data, trying with the implemented ML models and statistical
models.
All these dataset and model maintenance adjustments require a much higher computation time than
stream operations. Therefore, they are performed with a lower priority in the background.
S0nar architecture is constituted by several software components:
•
•
•

API Service: API developed with Flask framework that serves as an entry point for clients. It
administrates the entities of dataset, model and report.
Arima Worker: Celery work node that receives tasks queued in RabbitMQ for ARIMA model
training and persisting and finally use it in the generation of anomaly reports or prediction.
LSTM Worker: Similar to the above description, these nodes can be executed on CPU or GPU,
depending on the hardware capabilities and the urgency or priority of the clients.
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3.1.4

API

The API is the access point to the s0nar functionalities from an external system or user. It is constituted on
three main entities (Figure 3):
•
•
•

Dataset: information relating to a user's datasets, location of files, previous and subsequent
versions, and their descriptors: frequency, index, explanatory variable, etc.
Model: set of metadata relating to the algorithm used, i.e.: the type (section 1.d), dataset to which
it refers, the state of this model, metrics obtained and location of the binary.
Report: set of indicators that show the irregularities in the data of a client or the predictions at a
certain date.

Figure 3: Database entities

These entities are managed through the following services:
•

•

•

Dataset service: through this series of functionalities that are available to users is allowed:
◦ Create a dataset in the system (data and metadata), during this process an analysis is made of the
quality of the data, generation of new characteristics (e.g., frequency) and selection of the same.
◦ Download the file and consult its metadata.
◦ Update the file by adding new rows for future analysis.
◦ Replace the dataset, in case there is any change in the scheme, e.g., the annex or the deletion of a
characteristic.
Model service: through these functionalities the user can link a type of model to a dataset, to:
◦ Recover and/or update all its relative information: loss, performance metrics, hyperparameters, etc,
status of the same, threshold of the anomalies.
◦ Download the binary of an already trained model and use it locally.
◦ Execute the training of an algorithm for the subsequent detection of anomalies.
Reporting service: set of functionalities to recover all the information related to the anomaly reports
and predictions.

In addition to the management of the aforementioned entities, this application has a system of credentials
and permissions that allows the authentication and authorisation of the different users with their respective
sets of data, algorithms and reports.
3.1.5

Data analysis

The data analysis module can operate independently of the product and performs the automation of
different tasks. These tasks are mainly focused on three sub-modules:
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3.1.5.1

Data quality

This sub-module is used every time new data is received through the API.
The data received has to meet a series of conditions to guarantee the minimum quality necessary to be
able to process it and build models with it. These conditions check:
•
•
•
•

the size of the history
the typology of the data
the frequency of the data
the number of data gaps

If the data received meets the quality conditions, this data is stored in the data lake, thus having a copy of
the original data. The dataset is then improved by applying different data gap-filling techniques and
adjusting the data frequency to the desired frequency.

3.1.5.2

Feature selection

The selection of variables is made after the data quality sub-module. Two types of variables are
differentiated, target variables and co-variables.
Target variables are those variables that are relevant to the client or external system, to predict or detect
anomalies. Co-variables are variables that are collected at the same time points as the target variables and
may or may not be relevant to improve prediction or detection.
The idea of this sub-module is to find the most relevant subset of co-variables for a given set of target
variables and co-variables. To do so, this process is divided into two phases:
•

Phase 1. Generation of variables: Arithmetic transformations are applied to the original numerical
co-variables of the dataset in order to expand the dataset in search of more useful variables. These
calculated variables are added to the original co-variables and analyzed in the next phase.

•

Phase 2. Selection of variables: For this phase the mathematical concept of linearly independent
variables is used and the dependence of each co-variable on the target variables is calculated.
Using a threshold value, those variables that have a high dependence with some of the target
variables and that are independent with respect to the set of selected co-variables are selected.

In the case of having been selected and having a dependence with another co-variable, the most relevant
co-variable is chosen, that is, the one with the highest degree of correlation with respect to a target
variable.
In this way, the variables are filtered by selecting only a subset and the model built on these data is
improved.
Applying these measures, a modified dataset is obtained to which a version number is assigned and stored
in the data warehouse.

3.1.5.3

Metrics control

This sub-module is responsible for keeping error metrics below a certain threshold, to ensure the quality
of the model. It is activated every time new data is received from a dataset or every time a model is trained.
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The mean square error, widely used in the literature, is used as an error metric. This error allows us to
compare models of different typologies such as the implemented models, ARIMA and LSTM. Two other
metrics, AIC and BIC, are also used to compare ARIMA models.
In case the value of the error metrics is above the expected one, this sub-module can launch the batch
processing to try to solve it. In this process different types of actions can be taken. The current model can
be retrained by incorporating the latest data collected. Several models of the same type can be retrained
with different configurations to find the best one. Finally, the most expensive is to train ARIMA and LSTM
models both with different configurations and incorporating the latest data collected.
These actions are inclusive so that you start by testing from the least expensive to the most expensive.
They can also be launched by putting a periodic factor configured in the analysis module. In this way, with
a low frequency, the search for a better model can be repeated even if the metrics of the current one are
good enough.
3.1.6

ML/Statistical models

Two possible solutions have been implemented for the analysis of the time series attached by users in
s0nar to address this study.
One approach taken, for when the client enters a large volume of data, has been the use of recurrent
networks with auto-encoders. This architecture has been selected in order to: through the auto-encoders,
reduce the dimensionality of the data and eliminate noise from the data, that is, only learn the relevant
information. Then, several LSTM layers are applied to capture the time dependence of the data.

Figure 4: LSTM Layers

As it can be seen in Figure 4, there is a first layer that collects the input data. Then, 2 LSTM layers with
several units to reduce the dimensionality of the input and to learn the relevant part of the data. This
generates an encoded output that represents the input data. Subsequently, the repeat vector layer adds a
dimension that is the length of that encoded sequence to the tensor that makes up the encoded output.
Finally, this tensor is decoded by 2 LSTM layers analogous to those of the first step to finally generate an
output with one layer connected with the same weights for each of the steps of the time series.
When the user does not have a large volume of data, the method described above is not very accurate and
it is necessary to apply more classical models in the field of data analysis. sARIMA (seasonal integrated
auto-regressive moving average) models attempt to learn a set of parameters that explain the time series
values over time.
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ARIMA models try to determine the linear relationship between three components: p (the lag order – the
number of past values to look for in autoregression), d (Degree of differencing – how many samples to use
for differencing the series to make it stationary) and q (size of the moving average window for error
estimation). This is a combination of an autoregressive model and a moving average model, as described
in the state of the art.
A seasonal variation of ARIMA, sARIMA, is formed by including additional terms into the ARIMA model. It
consists of terms that are similar to the non-seasonal components of the model but involve backshifts of
the seasonal period. For instance, an ARIMA(1,1,1)(1,1,1)4 model is for quarterly data, where the terms in
order are p, d and q.
ARIMA models, with some omitted components, turn into Moving Average/Autoregression Models. For
instance, ARIMA(0,0,0) models are simply white noise, while ARIMA(p, 0, 0) is an Autoregression model and
ARIMA(0, 0, q) is a moving average model. So, ARIMA models are a general framework for modelling
multiple data patterns that typically appear in time series.
These parameters are difficult to fine-tune manually – what is typically done for determining the best
ARIMA parameters is to pick a training dataset and do a hyperparameter search by fitting ARIMA models
over possible sub-models within the order constraints provided. According to the AIC, AICc or BIC value
[10], the best ARIMA model is then saved (Figure 5). This is used in s0nar to make the solution more
generalizable for datasets of different sources.

Figure 5: Forecast workflow

Anomaly detection in SONAR is done based on forecasting error: the higher the forecasting error, the more
different a sample is than what was expected.
Both implementations make use of a threshold variable that is set at the beginning of the analysis, on the
prediction error. This threshold is used to compare the prediction's smoothed mean square error against
the observed value. If the deviation exceeds the established threshold it is considered as an anomaly. The
threshold is specified according to the number of standard deviations on the prediction error are tolerated
as being from a normal pattern. Here, we assume that the predicted error follows a Gaussian distribution.
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An option for non-maximum suppression [11] was also added, where recurring anomalies within a fixed
window were only considered as a single anomaly, as a way to reduce prediction noise. This window size
is a hyperparameter which can be tuned for the specific problem.
A set of domain-specific alerts can then be triggered according to this anomaly detection algorithm.

Figure 6: Time-series anomaly detection

Figure 6 is part of a much larger time series, which shows one of the anomalous periods, identified due to
the large number of irregularities detected by our system.

Figure 7: Prediction by s0nar
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Figure 7 is part of another time series in which s0nar has been applied to obtain the prediction on a single
variable. In blue is the prediction and in green the confidence interval in which the real value is expected.
3.2

Integration with the BRAIN-IoT Execution Platform
As described in 3.1, BRAIN-IoT s0nar is a powerful and context agnostic product that automates the whole
workflow required for the implementation of predictive and anomaly detection systems based on time
series. This workflow is exposed by an HTTP REST API that enables authorized clients to access to the
creation, modification and data query end points needed for tailoring their custom prediction and anomaly
detection solutions.
Basing this interface in well know and commonly used protocols and design patters as HTTP or REST helps
the system to be easy to integrate in any possible architecture by just implementing the needed
middleware. BRAIN-IoT execution platform is developed in an event-based fashion, and support the
deployment of the various BRAIN-IoT Services independently on their implementation programming
language and networking protocols. Thanks to this feature, s0nar is able to interact easily with
heterogeneous application component and be deployed as container. In order to facilitate this feature, in
s0nar architecture, we have developed a bridge, from one side it interfaces the s0nar core functionality, on
the other side, it can listen to its interested events, in particular the data events from the IoT devices and
inject the detection and prediction events to the execution platform in order to trigger and optimize the
control part of the system.
The BRAIN-IoT s0nar Bridge will be implemented as a configurable BRAIN-IoT service leverage the OSGi
specification and the definition of the Intelligent BRAIN-IoT Service proposed in the BRAIN-IoT execution
platform. This implementation will fill the gap between an HTTP API based application like s0nar and the
BRAIN-IoT Event Bus, the main communication channel in BRAIN-IoT execution platform (see D4.4) thus
keeping high resilience, automatic deployment, and control through the BRAIN-IoT Fabric.
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4

BRAIN-IoT Use Cases resolution
As a proof of concept, the detection of anomalies through ML with Brain-IoT s0nar has been implemented
in both scenarios described by D2.6: “Critical Water Management Infrastructure” and “Service Robotics”.

4.1

Critical Water Management Infrastructure
The use of BRAIN-IoT s0nar anomaly detection capabilities for this scenario will be exemplified by the use
case CWMI-01 (see D2.6) whose objective is to validate the resilience of the system in case of hydraulic
failures.
For this particular use case, s0nar will be fed with the periodic flow measures of each of the interest areas,
represented by the four water flow meters circled in red in Errore. L'origine riferimento non è stata
trovata..

Figure 8: Source water meters for anomaly detection in SICA-MEDUSA mockup

Figure 8 shows a reduced schema of the mockup (depicting only the main devices used in the current use
case). The mockup sections not relevant to this use case are depicted as a grey box. The four water meters
s0nar uses are: C.FT002, C.FT003, D.FT001, and E.FT001.
The mockup uses 2 pumps to take water from the “river” and fill the water tank 1 (the pumps and main
valve are automatically controlled by just setting the desired water level in tank 1).
The tank 2 is filled from the tank 1 via a valve without the need for a pump, just using their height difference
(this valve is automatically controlled by just setting the desired water level in tank 2).
The tank 3 is filled from tank 2 using a water pump and a valve (the pump and valve are automatically
controlled by just setting the desired water level in tank 3).
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Figure 9: SICA-MEDUSA mockup main devices used in the current use case

Figure 9 uses the following convention regarding the type of the device represented:
• Valves: green rectangle.
• Water meters: blue circle.
• Water pumps: blue triangle.
• Water level sensors: orange arrows.
• Pipes: the blue pipes indicate the water input to the water tanks, and the red pipes indicate the water
output from the tanks to the city.
Every time the BRAIN-IoT s0nar Bridge receives an event containing a measure from any device, the
communication between it and the s0nar API will follow this pattern:
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1.

2.

3.

BRAIN-IoT s0nar Bridge will be notified of the measure event “MeasuresEvent” containing:
• The time stamp of the measurement
• A unique identifier for the source water flow meter
• The value of the water flow
If enough time has passed since the last measure event from the device (checked against the
configurable frequency threshold), BRAIN-IoT s0nar Bridge will send the new measure to BRAINIoT s0nar and request for anomalies.
If any new anomalies are found, BRAIN-IoT s0nar Bridge will dispatch an anomaly event
“AnomaliesDetectionMessage” to the Brain-IoT Event Bus containing:
• The timestamp of the anomalous measurement
• The identifier for the source water flow meter

Once this “AnomaliesDetectionMessage” anomaly event is injected, it can be consumed by any other
listening services. For the current implementation, this event will be used by an expert system that will
decide the actions to take in order to ensure the correct water consumption for the area affected by the
anomaly.
This behaviour of the expert system was implemented as follows: several tank outputs interconnections in
the actual water distribution system of A Coruña are used to divert water from one tank output to another
tank output if one tank cannot fulfil the demanded water or in case of a failure. These interconnections are
marked as CFV006, DFV008, and EFV010 in Errore. L'origine riferimento non è stata trovata..
When we detect a water consumption problem in the current use case implementation, the system uses
these interconnections as a fail-safe mechanism. The s0nar component was trained using the readings of
the C.FT002, and C.FT003, D.FT001, and E.FT001 water meters. S0nar will emit a message when it detects a
problem in the water consumption of one of these water meters. When a water meter problem is detected
from tank A, the system diverts water from tank B by opening one interconnection valve.
The system implements the following set of rules to reflect this behaviour:
• If problem detected in C.FT002:
◦ Open C.FV006
• If problem detected in C.FT003:
◦ There is no way of solving it.
• If problem detected in D.FT001:
◦ Open C.FV006
◦ Open E.FV010
• If problem detected in E.FT001:
◦ Open E.FV010
4.2

Robotnik use case scenarios
In this scenario, the use of BRAIN-IoT s0nar anomaly detection capabilities will be showcased through the
use case ROB-4 (see D2.6). The objective of this use case is to detect battery behaviour anomalies in a
dynamic set of robots by using real time data to train and make use of ML and IA systems.
Analogous to the use case described in 4.1, the s0nar BRAIN-IoT service will be connected to the BRAINIoT environment using the s0nar Bridge, which is used to manage s0nar’s generic HTTP API as a response
to events notified to de BRAIN-IoT Event Bus.
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Being s0nar a completely decoupled service, every time the BRAIN-IoT s0nar Bridge receives an event
containing a measure from any robot, the communication pattern between the systems will basically
reproduce the steps listed for the previous use case:
1. BRAIN-IoT s0nar Bridge will be notified of the measure event “BatteryVoltage” containing:
• The time stamp of the measurement
• A unique identifier for the robot whose battery voltage is being read
• The value of the battery voltage
2. If enough time has passed since the last measure event from the robot (checked against the
configurable frequency threshold), BRAIN-IoT s0nar Bridge will send the new measure to BRAINIoT s0nar and request for anomalies.
3. If any new anomalies are found, BRAIN-IoT s0nar Bridge will dispatch an anomaly event
“AnomaliesDetectionMessage” to the Brain-IoT Event Bus containing:
• The timestamp of the anomalous measurement
• The identifier for the robot whose battery has an anomalous read value
If any anomaly has been found, the “AnomaliesDetectionMessage” will trigger an alert in the “Robot Agent
System” which handles different polices that will change the current work plan of the robot carrying the
anomalous battery, such as:
• Cancel current route if necessary, notifying the other robots.
• Raising an operator level alert of battery malfunction.
• Worst-case scenario, stopping the robot and raising an operator level alert.

In this way, when the system detects an anomaly, the operator is visually notified, the robot that has
experienced the anomaly stops process and returns to the dock station and finally another available robot
is assigned to complete the pending task.
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5

BRAIN-IoT Services runtime deployment

5.1

Schema

Compared to deploying conventional behaviours, the complication with ML/AI is that these behaviours need
to be trained. This means that, in addition to the Production environment, a Training environment is required.
New Behaviours are trained in a Training environment using the Production data feeds. The response of these
new "candidate” Behaviours is compared to the baseline provided by the current Production Behaviour (Figure
10). If a new Behaviour is deemed more fit than the present Production Behaviour, it may be selected and
released as an OSGi bundle artifact representing as a BRAIN-IoT Service to the BRAIN-IoT repository; potentially
along with an updated System description in which the to be deployed BRAIN-IoT Services are described, more
details can be found in D4.4. Note that the exact details of the trained ML artifact are of no concern to the
Fabric from a BRAIN-IoT Fabric perspective, as all potential behaviours are supportable.

Figure 10: AI and ML Behaviours training and deployment

5.2

Deploying to the fabric

Two options exist for deploying newly trained Behaviours.
1. The simplest update mechanism and that chosen at the current time is for the Operator to Import and
Start a new System. Existing Service Fabric mechanisms will automatically update the existing System
Parts in the Product environment so installing the newly trained behaviours.
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2.

It is entirely possible for the BMS to monitoring the BRAIN-IoT repository for specific behaviours to
automatically instruct BRAIN-IoT nodes to update should a new behaviour become available. Operator
confirmation or acknowledgement may still be required or desirable.
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6

Conclusions
This document made clear how the use of AI and ML algorithms can greatly simplify the automation of
anomaly detection for critical systems in a real time context.
Thanks to this sample implementation, a scalable, adaptable, and extensible workflow is defined, allowing
to extend the system as required by changes in its requirements, be that a greater number of devices to
manage or adding new steps like logging or notifying anomalies to other related applications.
It is important to note that the “learning” capabilities of the anomaly detection service ensure de
adaptation to new realities, be that a change in water consumption patterns or the use of a new model of
batteries.
Further works over this approximation could imply the use of BRAIN-IoT s0nar prediction capabilities to
improve the actions taken upon the anomaly detection, thus supporting the expert system with additional
data. It is also important to note that BRAIN-IoT s0nar is designed in a way so it eases the implementation
of new AI and ML algorithms so it can capitalize on future advancements in the field, both from the
software and hardware points of view.

Deliverable nr.
Deliverable Title
Version

3.6
Final AI and ML features for smart behaviour and actuation
1.0 - 31 March 2021

Page 25 of 28

model-Based fRamework for dependable sensing and Actuation in INtelligent decentralized IoT systems

Acronyms
Acronym

Explanation
Artificial Intelligence

AI

Akaike information criterion

AIC

Autoregressive Integrated Moving Average

ARIMA

Bayesian information criterion

BIC

Long Short-Term Memory

LSTM

ML

Machine Learning

RFID

Radio-frequency identification
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Appendix : M18 reveiw comments addressment
In the M18 review report there was specific feedback for the D3.2, which we find addressable for the D3.6.
1. State of the art review. It lacks summary showing relation to BRAIN IoT, conclusions from the perspective
of the deliverable and bibliography.
We have included bibliography references in the state-of-the-art section (2.5.). The relationship between
the state of the art and Brain IoT is explained in section 3.
2. Architecture, previously defined requirements and smart behaviour requirements. A table summarizing
to what extent each of use cases relates to smart behaviour would be beneficial. Interest of AI/ML
techniques to develop "smart behaviour" rather than "ruled based system" is to be confirmed.
The section 4 of this document details the requirements for each of the use cases.
3. If a ML method is provided, it should be explained why such method is proposed, what are features of
the scenario that make this method the most promising to provide results. Architecture for the overall
smart behaviour system should be included into the overall system architecture. Technologies and
frameworks should be selected to support assessment.
The section 3 details the architecture of the System and how it fits into the overall system.
4. The deliverable should not present all knowledge of authors on a selected topic, but focus on
developments that are foreseen within the project and evaluation of the proposed technologies from the
project goals’ perspective.
This deliverable 3.6 has a much more defined scope than deliverable 3.2. In deliverable 3.2, the tasks of
defining the use cases had not progressed far enough to have a clear plan on what AI/ML features would
be used to solve them. This deliverable is presented at the end of the project, containing all the information
about the final AI/ML features used.

5. What is the status of the development? The status of development from the perspective of requirements,
project objectives and TRL should be assessed.
The status of the development is specified in section 3 of this document from the perspective of
requirements.
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